
Sun 21 July
On the first day of the conference, I chose to attend the expo talk “Giving your Graph a Voice:
Graph Representations and Large Language Models” since the other talks seemed further
away from my research. Although this one is also not strictly related to my field, I believe there
were some things to learn and also be assured of.

The talk is on using LLMs for Graphs, and they also designed a few benchmarks, where they
have questions about graphs for LLMs. Similar to any medium where we want to utilize the vast
knowledge of pretrained LLMs, it’s also straight-forward to wonder how best to input graphs into
LLMs. For instance, one approach from the paper “Visual Instruction Tuning” where the images
are projected into the embedding space of LLMs, Google Research has also experimented with
what they call Graph Tokens, where the idea is to learn “soft” prompts (meaning they are not
discrete inputs such as real text). They see that with a bit of tuning, it can be a more powerful
and compact way than trivially inputting the relations in the graph as text to the model. They
also have various results on how best to use text to explain a graph, some being better than
others.

Following the talk on graph representations and LLMs, I attended the expo "Automated
Evaluation of LLM Responses." This session delved into the challenges and advancements in
evaluating the output of large language models. As someone deeply interested in the reliability
and practical application of LLMs, this talk felt particularly relevant.

The speaker began by addressing a well-known issue in the NLP community: while LLMs have
become incredibly proficient at generating human-like text, they often produce outputs
that are factually incorrect or contextually irrelevant, a phenomenon commonly referred
to as "hallucination." These errors are not always blatant; sometimes, they are subtle and
align closely with the expected structure of the text, making them difficult to spot even for
experienced users.

One of the key points of the talk was the need for scalable, automated methods to evaluate the
accuracy and relevance of LLM-generated text. Although human evaluation is considered
the most reliable method, it’s impractical for large-scale applications due to the time and
expertise required. This is where automated metrics come into play. The speaker reviewed
several approaches, ranging from simple text similarity measures to more sophisticated
methods that leverage LLMs themselves to evaluate their own output.

A particularly interesting aspect of the discussion was the exploration of benchmark datasets
specifically designed for evaluating LLM responses. These datasets are essential for testing the
effectiveness of various evaluation methods and ensuring that they can reliably detect
inconsistencies and errors in generated text. The talk provided a thorough overview of the
current state of automated evaluation, emphasizing the importance of developing robust and
scalable solutions to improve the reliability of LLMs in real-world applications.



Overall, this session underscored the critical role that evaluation plays in the deployment of
LLMs, particularly as these models become increasingly integrated into everyday applications.

Mon 22 July
Tutorial: “Understanding the Role of Large Language Models in Planning”
This tutorial is packed with very huge amounts of information. The general claim is that still
LLMs can’t do real planning. They go over to show that even simple benchmarks like blockworld
(where you are asked to solve puzzles with conditions and initial states), even the best current
models like GPT-4 or Claude-3.5 make many mistakes due to hallucinations. However, they
show that LLMs can still be very useful tool in planning when used in conjunction with external
verifiers and solvers in what they call “LLM-Modulo” frameworks. They are designed such that
the verifiers doing back prompting.

One interesting perspective that I was also thinking about that was prominently mentioned in the
tutorial is the fact that due to sheer size of current LLMs, they are very good at memorization.
This begs the question on the importance of planning or any type of reasoning when solving
problems. For instance, many questions on the training corpus of the LLMs can probably be
solved easily because the LLM has already seen some question very similar. This might mean
that they do not necessarily have to learn reasoning from the first principles for most of the text
corpus. Of course, the important question is if pretrained LLMs are already crippled in this
regard, can we do anything after training to teach some of these reasoning capabilities? Or the
whole training scheme should be changed?

Tutorial: “Challenges in Language Model Evaluations”
This tutorial really underlines that LM evaluations are very difficult, and are very sensitive to
many factors such as prompting. As researchers the best we can do is to spend more time on
the experimental results section of our papers to enrich them with as much detail we can, and
always open-source our code to promote reproducibility. However, It’s said (which is very
apparent in more recent papers) new papers have many problems in terms of fairness and
representation of their results. Which I believe implies that we should always re-test a paper’s
result in our setting before we directly copy their results from their tables. I suggest this tutorial
to anyone even before they start their research because metrics play an important role in how
we think to create new solutions.

Tue 23 July

Invited Talk: "Unapologetically Open Science -- The Complexity and Challenges of
Making Openness Win!"

This talk was a powerful reminder of the principles that originally drew many of us into
academia. The speaker passionately advocated for open science, emphasizing that
transparency, reproducibility, and accessibility are not just ideals but necessities for the
advancement of research. What struck me the most was the nuanced discussion on the
"complexity" and "challenges" part of the title. It wasn't just about the moral high ground; the talk



dove into the real-world difficulties of implementing open science, such as the financial costs,
the pushback from traditional publishing models, and the need for institutional change.

One of the key takeaways was the idea that openness should be pursued "unapologetically."
This means advocating for open access, open data, and open methodology, even when it's
uncomfortable or meets resistance. The speaker argued that the future of science depends on
our collective willingness to break down barriers, share knowledge freely, and ensure that our
research benefits all, not just those who can afford paywalls. It was an invigorating start to the
day, setting the tone for the sessions that followed.

Oral Session 1: Alignment

The first oral session focused on alignment, a critical topic as we push the boundaries of AI
capabilities. The talks covered a range of approaches, from theoretical frameworks to practical
implementations, aiming to ensure that AI systems act in accordance with human values. One
presentation that caught my attention proposed a novel method for aligning LLM outputs with
user intent using reinforcement learning. The approach was intriguing because it not only
improved the accuracy of the models but also reduced the likelihood of generating harmful or
biased content.

Another interesting talk discussed the role of feedback loops in alignment. The presenter
highlighted how continuous feedback from users could be integrated into the training process,
making AI systems more adaptive and better aligned with evolving human expectations. This
session left me thinking about the broader implications of alignment, especially in the context of
deploying AI in sensitive areas like healthcare and finance.

Oral Session 2: Attention

The second oral session of the day was all about attention mechanisms, a topic that has been
at the forefront of machine learning research since the advent of the Transformer architecture.
The talks varied from deep dives into the mathematical underpinnings of attention to novel
applications that push the boundaries of what's possible with current models.

One particularly memorable presentation introduced an innovative attention mechanism
designed to improve the interpretability of LLMs. The researchers developed a model that
allows users to "peek" into the attention layers, providing insights into how the model prioritizes
different parts of the input text. This could be a game-changer for applications where
understanding the decision-making process of an AI is as important as the output itself, such as
in legal or medical domains.

Another talk presented a fascinating application of attention in multimodal learning. The
researchers demonstrated how attention mechanisms could be used to effectively fuse
information from different modalities, such as text and images, to create more robust and
context-aware models. This is particularly relevant in fields like autonomous driving, where the
ability to process and integrate information from various sensors is crucial.



As the day wrapped up, I found myself reflecting on how attention mechanisms have
revolutionized the field, enabling more sophisticated and capable models. The research
presented in this session not only reinforced the importance of attention but also hinted at
exciting future directions.

Wed 24 July

Invited Talk: "Gondzo - Charting a Path for African Low-Resource Languages: A
Multifaceted Approach to Research and Development"

This talk was a deep dive into a critical, often overlooked area in AI research: the representation
and development of low-resource languages, particularly those in Africa. The speaker, a
passionate advocate for linguistic diversity in AI, highlighted the significant challenges faced by
researchers working with languages that lack the massive datasets available for English or
Chinese.

The approach discussed was multifaceted, involving not just data collection but also the
development of culturally appropriate NLP tools. One of the most striking points was the
speaker's emphasis on the ethical considerations of language technology. They stressed the
importance of not just translating Western concepts into African languages but also ensuring
that the tools developed respect and preserve the cultural nuances and linguistic richness of
these languages.

The talk also covered collaborative efforts across African universities and tech companies to
build resources that are not only technically robust but also widely accessible. This session was
a powerful reminder that as AI researchers, we have a responsibility to ensure that our work
benefits all of humanity, not just those who speak major world languages.

Oral Session 3: LLMs: Code and Arithmetic

This session focused on an area of growing interest: the ability of large language models to
handle tasks involving code and arithmetic. The talks presented a mix of theoretical advances
and practical applications, all aimed at enhancing the reasoning capabilities of LLMs in these
specific domains.

One talk that stood out explored the integration of symbolic reasoning with LLMs to improve
their performance on complex arithmetic problems. The researchers proposed a hybrid model
that combines the pattern recognition strengths of LLMs with the precision of symbolic solvers,
achieving impressive results on benchmark datasets. This approach could potentially bridge the
gap between the statistical nature of LLMs and the exactness required for tasks like
mathematical proofs or coding challenges.



Another presentation introduced a new dataset specifically designed to evaluate LLMs on code
generation tasks. The dataset included a diverse set of programming problems, ranging from
simple loops to more intricate algorithms, and provided a rigorous testing ground for the models'
abilities. The results were promising, showing that with the right fine-tuning, LLMs can generate
code that is not only syntactically correct but also functionally appropriate for the task at hand.

Oral Session 4: LLMs

The final session of the day continued the exploration of LLMs but broadened the scope to
include a variety of innovative uses and underlying improvements. The talks ranged from
enhancing model efficiency to exploring novel applications in creative industries.

One of the most intriguing presentations examined the use of LLMs in creative writing,
particularly in generating poetry and narrative text. The researchers demonstrated how
fine-tuning LLMs on literary datasets could produce outputs that not only mimic the style of
famous authors but also introduce original elements, blurring the lines between human and
machine creativity. This talk sparked a lively discussion about the implications of AI in the arts
and whether machines could ever truly replicate the human creative process.

Another talk focused on the practical side of deploying LLMs at scale, particularly in
resource-constrained environments. The researchers presented techniques for optimizing LLMs
to run on edge devices, such as smartphones or embedded systems, without sacrificing too
much accuracy. This is particularly relevant as the demand for AI-powered applications
continues to grow in areas like personalized assistants and real-time translation services.

Thu 25 July

Invited Talk: "What Robots Have Taught Me About Machine Learning"

This invited talk was both insightful and entertaining, offering a unique perspective on the
intersection of robotics and machine learning. The speaker, a seasoned roboticist, shared
anecdotes and lessons learned from years of integrating AI into robots. One key message was
that robots are, in many ways, the ultimate testbed for machine learning models. Unlike in
purely virtual environments, any mistake a robot makes can have immediate and tangible
consequences, making accuracy and reliability paramount.

The talk covered several examples where traditional machine learning models had to be
adapted or completely rethought to work effectively in the physical world. One particularly
memorable story involved a robot designed for warehouse automation that repeatedly failed to
correctly identify objects on a shelf. The solution involved rethinking the model's architecture to
better handle the noisy, real-world data the robot was encountering.

The speaker also discussed the future of robotics and AI, predicting that as robots become
more autonomous, the integration between machine learning and robotics will only deepen. This



talk was a refreshing reminder of the practical challenges of deploying AI in the real world and
the innovative solutions that these challenges can inspire.

Oral Session 5: Distribution Shift and OOD

This session was dedicated to a topic that has significant implications for the robustness of
machine learning models: distribution shift and out-of-distribution (OOD) detection. The talks
addressed the problem of models encountering data that differs from their training distribution, a
common occurrence in real-world applications.

One talk that captured my attention proposed a novel approach to OOD detection using a
combination of uncertainty estimation and contrastive learning. The researchers demonstrated
that by training models to recognize the boundaries of their knowledge, they could more reliably
flag OOD inputs, leading to safer and more dependable AI systems. This method showed
particular promise in critical applications like medical diagnostics, where the cost of an incorrect
prediction can be extremely high.

Another interesting presentation explored the impact of distribution shifts on model performance
in real-time applications, such as self-driving cars. The researchers developed a framework for
continuously monitoring the input data distribution and adapting the model parameters on the fly
to mitigate the effects of distribution shifts. This approach could significantly enhance the safety
and reliability of AI systems in dynamic environments.

Oral Session 6: Multi-modal Learning

The final session of the day focused on multi-modal learning, an area that has gained traction
as researchers seek to build models that can understand and process multiple types of input
simultaneously, such as text, images, and audio.

One standout talk presented a model that could seamlessly integrate visual and textual
information to generate detailed descriptions of complex scenes. The researchers showcased
their model's ability to not only describe what was happening in an image but also infer
relationships and predict possible future events. This has exciting implications for applications
like video summarization or enhanced reality systems.

Another presentation introduced a new architecture that leverages multi-modal learning to
improve performance on tasks like speech recognition in noisy environments. By combining
audio and visual cues, the model could better distinguish between speakers and accurately
transcribe speech, even in challenging conditions. This could be particularly useful in settings
like crowded public spaces or live broadcasts.

Fri 26 July

Workshop: "Models of Human Feedback for AI Alignment"



The workshop of the day focused on the critical role of human feedback in aligning AI systems
with human values and expectations. The discussions were rich with insights from both
theoretical and practical perspectives, emphasizing the importance of incorporating human
feedback at all stages of AI development.

One of the key themes was the concept of "in-the-loop" learning, where human feedback is
continuously integrated into the model's training process. This approach contrasts with
traditional methods where models are trained in isolation and then evaluated. The researchers
argued that by keeping humans in the loop, we can create AI systems that are not only more
accurate but also more aligned with what we truly want them to do.

A particularly thought-provoking talk explored the ethical implications of human feedback in AI.
The speaker raised important questions about whose feedback is being considered and how
biases in that feedback could influence the behavior of AI systems. This is a critical issue,
especially as AI becomes more embedded in decision-making processes that affect people's
lives.

Another discussion focused on the technical challenges of incorporating human feedback, such
as how to effectively scale this process when dealing with large datasets or complex models.
The workshop provided a comprehensive overview of the current state of research in this area
and highlighted the many challenges and opportunities that lie ahead.

Sat 27 July

Workshop: "1st ICML Workshop on In-Context Learning (ICL @ ICML 2024)"

The final day of the conference was dedicated to the workshop that has been gaining significant
attention: in-context learning (ICL). This workshop brought together researchers and
practitioners to discuss the latest advances and future directions in this emerging field.

The workshop kicked off with a series of talks that provided an overview of the state of
in-context learning, including its potential to improve the flexibility and adaptability of AI systems.
The speakers highlighted how ICL allows models to learn and adapt based on the context
provided during inference, rather than relying solely on pre-trained weights. This makes it
possible for models to handle a wider range of tasks and scenarios with minimal retraining.

One of the most exciting presentations demonstrated the application of ICL in real-world
scenarios, such as customer service chatbots and personalized recommendations. The
researchers showed that by leveraging in-context information, these systems could provide
more relevant and accurate responses, leading to better user satisfaction.

Another highlight was a discussion on the challenges of implementing ICL at scale. The
presenters discussed issues such as computational efficiency and the trade-offs between model



complexity and performance. They also explored potential solutions, including more efficient
model architectures and better training techniques.


